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INTRODUCTION

Over the past few decades, technological advancements have led to an avalanche of data
from a variety of domains, including scientific sensors, health-care information, and financial,
Internet, and supply chain system data. While the growing number of data sets is challenging
our ability to analyze and understand those data, most qualitative definitions of these
emerging data issues emphasize the difficulties associated with large volumes (Kouzes
et al., 2009; Ma et al., 2015; Miller et al., 2011; Moore et al., 1998). For example, today we
can generate vast databases of DNA and RNA sequencing data each week at a cost of less
than US$5,000, a rate that also is matched by other technologies, such as real-time imaging
and mass spectrometry (Schadt et al., 2010). Individual, user-generated data are adding to
the volume daily because, as noted in the Harvard Business Review, “each of us is now a
walking data generator” (McAfee and Brynjolfsson, 2012). The term used today to capture
the essence of this trend is “big data.” However, big data is not simply about large volume.
The structure, quality, and end-user requirements of big data, including real-time analysis,
require new and innovative techniques for acquisition, transmission, storage, and processing
(Hu et al., 2014).

Big data is revolutionizing a wide variety of industries today. For example, the McKinsey
Global Institute estimates incorporation of big data into decision-making in the US health-
care system could result in 100 billion dollars in revenue and savings annually. In partic-
ular, effective use of big data will result in identification of new potential drug candidates
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and more rapid development and approval of new medicines for pharmaceutical com-
panies. For example, incorporation of the large volume and a variety of existing molecular
and clinical data into complex models for advanced analysis could help identify new candi-
date drugs with an increased probability of successful development of safe and effective
treatments (Cattell et al., 2013).

Two reports from the U.S. Department of Energy (DOE) have identified a new era of data-
intensive computing (U.S. Department of Energy, 2004, 2013). Hilbert and López (2011)
estimated that, as of 2007, the world’s capacity to store information was 2.9 � 1020 optimally
compressed bytes, while our ability to communicate those data was almost 2 � 1021 bytes.
Finally, humankind was able to carry out 6.4 � 1018 instructions per second on general-
purpose computers, which corresponds to the number of nerve impulses executed per second
in the human brain. Between 1986 and 2007, the world’s technological information processing
capacities grew at exponential rates, while general-purpose computing capacity grew at a
rate of 58% per year and globally stored information grew at 23% per year (Hilbert and
López, 2011).

The more recent report from the U.S. Department of Energy (2013) identified four points
critical to the success of data-intensive science. First, because data-intensive science relies on
the collection, analysis, and management of big data, investments in exascale systems will be
necessary to analyze those massive volumes of data. Second, integration of data analytics
with exascale simulations is essential for scientific advancement. In the past, large-scale simu-
lation or data assimilation efforts were followed by online data analyses and visualizations.
Today’s exascale simulations require that in-situ analysis and visualization occur while data
are still resident in memory. Third, there is an urgent need to simplify analysis and visuali-
zation workflows for data-intensive science. Fourth, we need to increase the pool of compu-
tational scientists trained in big data and exascale computing to effectively advance the goals
of today’s data-intensive science.

In order for publicly funded science to provide credible, salient, and legitimate information
for policy making, we need to better understand the opportunities for and constraints to sci-
entific use of data and to identify factors that constrain or foster data usability, particularly as
they relate to data acquisition, storage, and processing. Data usability is a function of the
context of potential use and almost always involves iterative interaction between data pro-
ducers and data users (Dilling and Lemos, 2011). Big data has an important role to play in
that process and can thus be viewed as a boundary object. Boundary objects, a concept orig-
inally defined by Star and Griesemer (1989), are abstract or physical constructs that reside at
the interface between two different social worlds, such as science and policy. Their primary
function is to bridge differences between these communities and facilitate cooperation
through mutual understanding (Karsten et al., 2001). One of the most common types of
boundary object is information, often in the form of data repositories that are used in different
ways by different users. Such repositories have a structure that is understandable in all
worlds, adaptable to the local needs and constraints of different users, and robust enough
to maintain a common identity (Guston, 2001; Star and Griesemer, 1989).

The next generation of remote earth observation sensors, coupled with those previously
archived and currently operational, will collect a large number of data sets covering large
geographical areas over many spatial scales and with time steps that range from minutes
to hours to decades. As a result, satellite imagery is increasingly applied to the study of nat-
ural and anthropogenic hazards. This can include forecasting, assessment, and response for
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phenomena such as floods, wind, landslides, tornadoes, and earthquakes, as well as longer-
term perils such as climate change. Applications include urban management, disaster
response, adaptation, and mitigation. For example, disaster managers are beginning to inte-
grate remote sensing information into characterizations of physical and social vulnerability
for both planning and postdisaster response. In the period immediately following a disaster,
humanitarian relief teams urgently require information to help them to assess the situation
and plan relief operations. Providing rapid and appropriate access to timely and usable
big data available from earth observation satellites is critical to effective communication
between scientists and users (Gamba et al., 2011).

In this paper, we detail the challenges presented by big data for the hazard community
today (Section Big Data). In Sections Lessons From Climate Science and Lessons from Solid
Earth Science we present new approaches to solving two issues that will not be solved by
improved hardware and storage capabilities. Finally, we conclude (Section Conclusions)
with strategies and opportunities for the future.

BIG DATA

Manyika et al. (2011) defines big data as those data sets that are too large for the ability of
standard database software to capture, store, manage, and analyze. The LargeHadron Collider
at CERN, which generates around 15 petabytes of data every year, is an example of a big data
endeavor that challenges the state of the art in computation, networking, and data storage.

However, “big data” is a popular term whose definition varies both within and between
fields, and it is frequently used to refer to more than just very large volume. The National
Institute of Standards and Technology defines big data as data sets having volume, acquisi-
tion velocity, or data representation that interferes with the use of traditional methods or ar-
chitectures to analyze it (Cooper and Mell, 2012; Hu et al., 2014). For example, high-resolution
global Earth observation era satellites produce several terabytes of remote sensing data per
day, an order of magnitude less than CERN, but those data streams must be transmitted
through downlink channels at a rate of only gigabits per second, presenting new challenges
in transmission, storage, and analysis (Gamba et al., 2011; Ma et al., 2015). Data sets from
clinical trials are even smaller, but present big data challenges because their significance
creates a need to preserve, reuse, and recombine them with other data sets in a variety of
different contexts and representations (Lynch, 2008; Marx, 2013).

Because data sets change in size, software capabilities advance over time, and “big” is
defined relative to standard methods and architecture, the question of whether a given data
set is big data is both contextual and time-dependent. Fundamentally, this question can only
be answered by assessing the differentiating features of the data set in a given use context.

In 2001, Laney introduced the “3 V’s” of big data, in which he defined the three main com-
ponents of big data as volume, velocity, and variety (Laney, 2001). Since then, other charac-
teristics have been added to the initial list of three. Depending on the particular emphasis,
different authors have added value, veracity, variability, validity, viscosity, and volatility
to the original list, expanding it to the “4 V’s,” “5 V’s,” or “7 V’s” of big data, depending
on the combination of interest (Biehn, 2013; Gantz and Reinsel, 2011; Khan et al., 2014;
McNulty, 2014; Meijer, 2011; Vorhies, 2013; Zikopoulos and Eaton, 2011). The following is
a brief discussion of each.
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Volume refers to the massive amounts of data generated today, in a variety of different
ways. In the 1970s and 1980s the world’s data storage requirements went from megabytes
to gigabytes; in the late 1980s we graduated to terabytes of data storage needed; and in
the late 1990s we went from terabytes to petabytes. Today we are faced with storage needs
of exabytes (Hu et al., 2014). For example, the European Bioinformatics Institute (EBI), one of
the world’s largest data repositories for biology data, currently stores 20 petabytes alone. The
genomic data portion of that, w2 petabytes, doubles every year (Marx, 2013). In the context
of hazards research, the Earth Observing System Data and Information System (EOSDIS) pro-
vides end-to-end capabilities for managing NASA’s Earth science data from various sources:
satellites, aircraft, field measurements, and various other programs. The NASA network
transports the data to the science operations facilities and generates and archives higher-
level science data products for EOS missions. EOSDIS currently stores 8292 unique data col-
lections distributed to more than 2 million users each year with a total archive volume greater
than 9 petabytes, increasing at a rate of 6.4 terabytes per day (NASA, 2015). Note that while
storage capability increases exponentially every year, data storage needs to grow in response;
these data sets have come into existence because the capacity to store them made previously
infeasible research possible.

Data velocity refers to the rate of data acquisition or usage, such as a stream of readings
taken from a sensor (e.g., a seismometer, tweets, unmanned vehicle, or satellite) operating
in real time. This stream of incoming data needs to be captured, stored, and analyzed. Time-
liness (rate of capture or usage) and latency (lag time) can also be important, both for data
acquisition and data usage. Another aspect of data velocity is the lifespan of the data, i.e.,
whether it remains valuable over time or loses its meaning and importance. The last impor-
tant aspect of velocity is the speed with which data must be stored and retrieved. For
example, when someone visits sophisticated content websites such as Amazon or Yahoo,
specific ads have been selected based on the capture, storage, and analysis of current and
past web visits and associated analytics. The associated architecture needs to support real-
time analysis for thousands of visitors each minute. The same operational requirements exist
for real-time hazard analysis (Vorhies, 2013).

Variety describes structural heterogeneities in big data collections. Data can come in
different forms (textual, numeric, relational, graphical, geospatial, sensory), have different
degrees of structure (unstructured text, semistructured email, semantically marked-up docu-
ments), have different formats (plain-text file, .csv, fixed-length fields, Excel spreadsheet,
HTML table), come from different sources, come from different kinds of sources (human-
generated, automated sensor logging, scientific instruments, simulations), and mean different
things. Data representing the same information in different ways constitute another impor-
tant form of variety and are often due to different sources, different intended uses, and
incomplete or missing standards and specifications. The variety in big data presents two ma-
jor challenges. First, there is a need to store and retrieve these different data types quickly,
efficiently, and at a low cost. Second, it is necessary to align and integrate different represen-
tations to analyze the target correctly. Note that variety presents a unique challenge and op-
portunity. For many years there has been a significant amount of attention and effort focused
on improving storage capabilities to handle large data volumes, but incorporation of both
structured and unstructured data variety into management and analytics presents a new
challenge for data integration and computation architecture (Vorhies, 2013).
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Value is an important characteristic of big data in the business and tech sectors, where big
data efforts frequently involve mining for insight in data sets collected for other purposes. In
such cases, it is important to evaluate whether the results have a meaningful relationship to
the motivating enterprise (this issue is also sometimes referred to as the “viability”). In
contrast, in the scientific realm, data sets are created and stored for analysis because they
are presumed to have value. What makes scientific data sets big is the fact that their “big
V” captures value that would otherwise be inaccessible. Data with big volume capture value
that is either rare (found in a much smaller and difficult-to-predict subset), or diffuse (found
with statistical analysis that requires a very large input set to achieve useful results). Data
with big velocity captures value found on very short timescales. Data with big variety cap-
tures value that comes from relationships between very different sources of data. Extracting
the unique value in a big data set therefore requires addressing the other “V”s that it pos-
sesses, which can be a challenge. For example, a researcher working with a big climate model
data set might be interested in studying some localized and comparatively rare phenomena
such as hurricanes, atmospheric rivers, or ice storms. Simply finding these events within the
data set can itself be a large research project. This aspect of big data is particularly relevant to
hazards research because rarity is one of the things that make powerful events hazardous;
powerful but common events are not hazardous because we have plenty of opportunities
to adapt to them. Note also that big data frequently has latent value that will not become
apparent until later. Given an ever-widening array of ways to use and analyze big data
and the decreasing costs of storage, many data providers conclude that the potential benefits
of having a big data set in the future outweigh the costs of collecting and storing it in the
present (Biehn, 2013; Vorhies, 2013).

Veracity addresses the inherent trustworthiness of big data. It is important to under-
stand the provenance of the data, the reliability of the original source, and the accuracy
and completeness of the data. Concerns regarding ambiguity, inconsistency, and incom-
pleteness can become major obstacles to forming reliable conclusions from big data. As
a result, adequate and transparent quality control (QC), provenance tracking, and data
management and governance practices are critical when handling big data (Vorhies,
2013). The importance of veracity depends critically on value and needs to be assessed
accordingly.

Validity is related to veracity but concerns the accuracy and correctness of the data in the
context of a particular usage. For example, the intensity of a storm could be gauged using
satellite imagery or social media posts. Both data sets may have no veracity problems, but
the former would be valid for evaluating the quality of a numeric weather prediction model
where the latter would not, and vice versa for assessing the impact of the storm on the local
populace.

Variability refers to data whose meaning is constantly changing. For example, this is the
case for data related to language processing. Because words do not have static definitions,
their meaning can vary wildly with context. Variability also can be introduced as a result
of data availability, sampling processes, and changes in the characteristics of an instrument
or other data source. It can be a difficult analytic problem to distinguish new and valuable
signals in the data from artifacts because of variability (Vorhies, 2013; McNulty, 2014). While
understanding variability is critical to relevant and worthwhile data analytics, it is also
related to data value at some level.
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Viscosity and volatility are both related to velocity. Data viscosity describes data velocity
relative to the timescale of the event being studied or described (Vorhies, 2013). Volatility
refers to the rate of data loss and the stable lifetime of the data. Scientific data often have a
practically unlimited lifetime, but data coming from social media and business sources
may vanish after some finite period of time if actions are not taken to preserve it. Reliable
and credible analytics, including real-time hazards assessments, depend on data that are
stable and consistent through time (Khan et al., 2014).

Of the characteristics described above, volume, velocity, and variety are the most impor-
tant. While there is substantial overlap between them, each of the three primarily affects
storage, transmission, and access of that data, respectively. The other V’s are entrained
with value and emerge in the context of a particular use or analysis of the data. Understand-
ing and evaluating these characteristics is essential to the design of scalable big data systems
and to advancing the methods and technologies used for storage, retrieval, and analysis of
big data (Hu et al., 2014).

Big data analytics applications generally can be classified as either batch processing or stream-
ing processing. In the traditional batch-processing paradigm, big data is first stored and analysis
is done separately at a later time. This is most common when data generation is constrained
(for example, because a computationally expensive model cannot be run on demand, or an
instrument has limited availability) and the analysis is not known a priori. Batch data processing
usuallybenefits significantly fromparallelism.Batchprocessing ismost effectivewhenstructured
so that the most reductive steps happen early, to minimize the total amount of processing.
Because computation costs less than storage and storage costs less than data transmission, it
is also beneficial to push processing as far “upstream” as possible; many data providers are
shifting toward a paradigm of “moving the computation to the data,” and allowing data con-
sumers to perform computation on the cyberinfrastructure that houses the data to minimize
the amount of data that must be transmitted. This model is applied most often today in the
fields of bioinformatics, web mining, and machine learning (Hu et al., 2014).

Streaming processing is most commonly applied when the greatest potential value of data
depends on its timeliness. Here, data are analyzed as soon as possible to produce results as
quickly as possible. It is most suitable for applications in which data are available as a live
online stream and immediate processing is necessary. Necessarily, the analysis must be
known beforehand or constructed on the fly. Because it arrives continuously with high veloc-
ity and volume, only a small portion of the data can be stored in local memory, and the anal-
ysis must be computationally inexpensive. Streaming processing can produce rapid results
for a variety of applications, such as near-real-time hazard assessment (Hu et al., 2014).

Although volume is clearly one of the most common aspects of big data, solutions to
handling large volume are primarily technological. In the next two sections, we provide
two examples of how to deal with the variety and the velocity aspects of big data.

LESSONS FROM CLIMATE SCIENCE

Big data with a large variety component is especially difficult to work with because variety
puts limits on automation. Automation depends on structural homogeneity, which is to say,
on minimizing variety. When data variety cannot be reduced and heterogeneity must be
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retained, the analysis must be performed by a human, which in turn requires reducing any
other “V”s (usually volume) in the data.

Variety is usually found in data sets that are cross-disciplinary or that in some way cross a
boundary between data sources. Unified data sources have strong incentives and low costs
for creating homogenous data, while independent data sources frequently have different
data structures because they aim to support different uses of the data. Big data with high
variety often results from joining data sets from multiple sources in support of “long tail”
cross-domain uses and consequently is often encountered by smaller user communities.

In this section, we present strategies based on the experiences of the climate science com-
munity for both reducing big data variety and for retaining it; both approaches are important
because perfection in either is unattainable.

Reducing Variety: Lessons From NARCCAP, CORDEX, and CMIP

Catastrophe losses and inadequate risk management can reduce profitability of insurance
companies. It is important to assess potential losses from large events to ensure proper risk
management and appropriate pricing. As a result, climate and weather models have become
a critical element for organizations that deal with catastrophe risk (Dlugolecki et al., 2009).
Even small changes, implemented for a large risk portfolio, can result in a change in price
or tail risk that might make all the difference as to whether a company assumes or rejects
that risk.

Because both climate models and weather forecasts have become routine inputs for haz-
ard assessment and catastrophe modeling, it is important to both understand and appropri-
ately integrate big data sets into those models. In particular, those risk models routinely
used by insurance companies must be designed to handle the large volumes associated
with big data.

Numeric weather prediction and climate models simulate atmospheric dynamics by
dividing the atmosphere up into many small elements and calculating the fluxes between
them based on physical laws. Storing the results at a usefully high spatial and temporal res-
olution generates big data with high volume. The data are even bigger when the results come
from multiple models, as in the various Climate Model Intercomparison Projects (CMIPs, e.g.,
Taylor et al., 2013) used in the IPCC assessment reports, or the North American Regional
Climate Change Assessment Program (NARCCAP, Mearns et al., 2009) and COordinated
Regional climate model Downscaling EXperiment (CORDEX, Giorgi et al., 2009) projects,
which provide high-resolution climate change scenario data for impacts.

The output from any individual model in such a project is typically fairly structurally ho-
mogeneous, but there can be significant differences between models, and this variety makes
direct comparison of the results difficult. The climate science community reduces variety
through the use of community-developed standards and formats.

One of the most important ways in which climate modelers standardize output is through
the use of the NetCDF file format. NetCDF is a self-describing, machine-independent
data format for array-oriented scientific data (Rew and Davis, 1990). The format’s self-
describing structure embeds metadata within the file, which enables the development of
smart software that can make decisions about how to process a data file based on its contents.
Embedded metadata is much harder to lose track of and also enables automated provenance
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tracking. The NetCDF file format is significantly enhanced by widespread adoption of the CF
(Climate and Forecasting) metadata standard (Gregory, 2003), which standardizes the “use
metadata” in NetCDF files. The CF standard provides rules and controlled vocabulary for
structuring and recording the scientific meaning of content in NetCDF files, further increasing
the feasibility of automated processing.

In addition to making use of CF-conformant NetCDF files for storage, model intercom-
parison projects have specification documents that standardize the experimental design
of the simulations, the set of archived model outputs, and the organization of the archives
where the data sets are stored. For the CMIP projects, most modelers were able to incorpo-
rate a standard software interface (CMOR, the Climate Model Output Rewriter) into their
models to ensure these standards were met. This approach has proved less feasible in
regional modeling projects such as NARCCAP and CORDEX, which must instead rely on
stringent QC.

The NARCCAP Archive Specification (Gutowski and McGinnis, 2007) is based on the
IPCC Standard Output Contributed to the PCMDI Archive (Taylor, 2005). Its first requirement
is that all outputs be stored in NetCDF format and conform to version 1.0 or later of the
CF Conventions metadata standard. CF conformance dictates to a large degree the structure
of the file contents, as well as a number of accompanying metadata attributes describing the
contents. The archive specification, or spec, also requires that each output variable be stored
separately, on the model’s native simulation grid, in files spanning at most 5 years and
ending at 00 UTC on January 1 of a year ending in 5 or 0. This last requirement was necessary
to stay below the 2-GB file size limit inherent to older, 32-bit versions of the NetCDF library
that were still prevalent at the time. We found that splitting the data in this way created the
opportunity for errors to occur because there could be gaps or overlaps between segments or
metadata could be inconsistent from one segment to the next. For this reason, we recommend
a principle of maximizing atomicity by aiming for a one-to-one correspondence between files
and model output fields from a single simulation when constructing archives.

The NARCCAP spec requires that dimensions of array data be ordered time, level, lati-
tude, longitude, and that the data be stored from north to south and west to east. It specifies
the numeric precision of different quantities and the values used to represent missing data. It
also requires or recommends a number of attributes containing metadata about the model
configuration, the driving boundary conditions, the individuals or group that performed
the simulation, and information about the modification history of the data.

The Output Requirements portion of the NARCCAP spec contains a list of output fields to
be included in the archive and specifies for each the name of the variable, the units it should
be recorded in, the “long_name” attribute (a human-readable string frequently used by plot-
ting software), and the “standard_name” attribute, which comes from a controlled vocabu-
lary associated with the CF standard and identifies the geophysical quantity represented
by the data. The spec also lists the frequency of reporting for each variable, how the associ-
ated temporal coordinates should be stored (e.g., when the “day” begins and ends for daily
average values), whether a variable should be recorded as an instantaneous or time-averaged
value, the sign convention for directional quantities such as wind speeds and radiation fluxes,
and, where applicable, the height above the surface. The spec prescribes an algorithm for
constructing filenames from the variable stored in the file, its temporal coverage, and stan-
dardized names for the models generating the data.
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In NARCCAP, modeling groups from different institutions performed simulations,
postprocessed the raw model output from those simulations according to the spec docu-
ments, and submitted the results to a central archive at NCAR, the National Center for Atmo-
spheric Research. The data management group at NCAR performed QC on the submitted
data sets, added them to the archive, and published them through the Earth System Grid
data portal website. We designed the QC process to ensure that files published through
the data portal adhered to the specifications and contained model output for the variables
in question that was free of gross errors. To ensure that the files met the CF standard, we
used the stand-alone CF Checker software tool developed by Rosalyn Hatcher. We checked
the metadata prescribed by the NARCCAP spec by a semiautomated process of checking one
exemplar from each group of files by hand, and then checking that any differences from the
exemplar followed an understandable and acceptable pattern. We used custom scripts devel-
oped in the NCL programming language to check the range, continuity, and monotonicity of
the time coordinate and the range of the data values. We then found the mean, maximum,
and minimum of the data in each file over time and space and plotted the results. We also
plotted transects of the data along each dimension. While it is difficult to know a priori
what form data errors will take, these visualizations typically make any errors stand out
plainly to the human eye, at which point further investigation can determine the nature of
the error and what steps must be taken to correct it. In many cases, the error becomes obvious
when the visualization script fails to plot the data correctly, or at all.

When we found correctable errors involving metadata, ancillary data (i.e., the coordinates
or dimensions), or file structure, we were usually able to correct the files using the NCO tool-
kit, a collection of command-line utilities for manipulation of NetCDF files. In many cases, we
were also able to resolve problems with incorrect units this way as well. When we found er-
rors involving incorrect or missing data values, we would have to contact the modelers and
request that they regenerate and resubmit the data files. In some cases, doing so proved
impossible, and then we either excluded that data from the archive (if the problem rendered
a large fraction of the data set unusable) or made note of the issue on the project website to
inform users about known problems.

Other lessons learned from experience with these data sets include using programmatic
naming conventions to ensure that all data set elements can be referenced uniquely and ver-
sioning files and data sets to handle changes over time. These standardization techniques
should be applied as early as possible by publishing standards and guidelines for data gen-
eration and pushing them upstream in the data management pipeline to the data producers
(McGinnis, 2014). All these efforts aim to reduce variety in the output data sets as much as
possible, easing the use of these data sets in scientific and impacts analysis and enabling
the use of smart tools such as GIS systems and the Climate Data Operators (CDO) and
NetCDF Operators (NCO) toolkits.

Retaining Variety: Lessons From the Advanced Cooperative Arctic
Data Information Service

The Advanced Cooperative Arctic Data Information Service (ACADIS) is a data archive
for all arctic science projects funded by the National Science Foundation’s Arctic System
Science Program. Its purpose is to provide a common repository and portal for scientific
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data relating to the Arctic in support of research into the relationships between physical,
chemical, biological, and human processes in the arctic system. It houses nearly 3500 distinct
data sets comprising nearly half a million individual files totaling almost 5 TB. Because of
their deeply interdisciplinary nature, these data are deeply heterogeneous and include im-
ages, audio recordings, text, spreadsheets, numeric data, and many other types of informa-
tion (UCAR, 2015).

Because Arctic data is used as an input to the larger climate models that scientists use to
understand and project current and future climate, it has become increasingly important to
the field of climate modeling (Lawrence and Swenson, 2011). Climate models and weather
forecasts have become routine inputs for hazard assessment and catastrophe modeling, mak-
ing it important to both understand and appropriately integrate these data, with their
intrinsic variability, into those models. The ACADIS archive also serves as an exemplar of
the issues associated with integrating multidisciplinary data into hazard assessment analyses.

Variety in the ACADIS archive can only be reduced by a small amount using the tech-
niques described in the previous section, so the strategy for maximizing the utility of the
archive is to maximize the discoverability of the data it houses.

Essential to good discoverability is a basic “discovery metadata” profile, which is a reason-
ably short list of metadata elements that are common to everything in the archive. The ACA-
DIS metadata profile was based on a profile evolved from the Dublin Core metadata element
set for International Polar Year scientific activities; a newer metadata profile would likely
make use of the ISO 19115 schema for geographic information. The ACADIS profile includes
a controlled vocabulary for instruments and scientific keywords. Note that good metadata
profiles need not be comprehensive; one that covers the bulk (say, 80%) of the data in the
archive well will make a very large improvement in the discoverability of data. It is also
essential to document the profile well.

The ACADIS Data Provider’s Guide (UCAR, 2013) requires only 13 pieces of information,
which comprise the common metadata profile. Free-form pieces of metadata include a title
for the data set, a short (one-word) name, and a brief human-readable description of its con-
tents. Names and contact information are recorded for the people or groups who created the
data (the authors), who distribute the data, and who are responsible for the metadata record.
Selections from controlled vocabularies are recorded for the locations, instruments, instru-
ment platforms, science keywords (from the NASA Global Change Master Directory terms),
ISO Topics, and file formats of the data. Finally, each data set is associated with the NSF
Award that funded its collection.

The Data Provider’s Guide also recommends a number of additional pieces of metadata
that should be provided if possible, but which may not be meaningful for every data set
submitted to the archive. These include information about the spatial and temporal
coverage of the data; spatial sampling type, spatial resolution, and reporting frequency of
the data; progress status of data collection; related resources (data, documentation, and/
or publications); and the language used in the data set. If data sets have access restrictions
or use constraints, they should be indicated in the metadata as well. Finally, because the
archive collects metadata for data sets housed externally, links to external data access can
be provided.

Collecting high-quality documentation and metadata beyond the basic profile for data in
an archive is valuable but difficult. Data producers in the cross-disciplinary long tail are
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usually a very different group from data consumers. Producers know all the information
that goes into good documentation, but do not usually need it, while consumers have the
best motive to create the documentation, but do not know the information. This mismatch
is, generally speaking, an unsolved problem. Attempts are often made to solve it by
declaring that documentation is required, but this is rarely successful: unfunded mandates
are hard to fulfill. The best solution is to provide producers with strong incentives to pro-
duce good documentation, although this can be difficult to achieve in practice. Financial in-
centives may be a good approach if the data consumers or archive developers have a budget
for them. Ideas exist for crowd-sourcing data standardization and creation of discovery
metadata, but this is an area fraught with peril regarding quality, trust, and competence
issues.

Note also that data providers will share their data only if their own needs are met in doing
so. Academics need to be given credit for their efforts in producing data, so a system that
makes data citations and DOIs (digital object identifiers) readily accessible to data consumers
can improve the incentives for academics to deposit data in the archive. The archive may also
need to allow for an embargo period after the initial deposit to allow researchers to publish
first using their own data. Nonacademic data providers such as private businesses will have
an entirely different set of needs that must be met.

A big data set with a high variety will require a significant amount of curation, and human
effort is still superior to automation for that purpose. This is reflective of a broader point that
a successful data archive is a part of a data supply chain. It is a middle man who should add
value to the transfer of data, not an unattended self-service dumping point. The value added
to big data with retained variety is in providing systems that enable data consumers to find
useful data despite the variety.

LESSONS FROM SOLID EARTH SCIENCE

Big data with high velocity and large volume presents a challenge in the context of the
need to respond rapidly and effectively to natural disasters. Real-time and near real-time
products generated from a wide variety of remote sensing images can provide invaluable in-
formation to emergency hazard responders. However, generating these products depends
not only on handling their volume and velocity, but preserving value as well.

Seismic hazard maps have many practical and important applications and are widely used
by policymakers to assign earthquake-resistant construction standards, by insurance com-
panies to set insurance rates, by civil engineers to estimate structural stability, and by emer-
gency hazard agencies to estimate hazard potential and the associated response. In addition,
in an increasingly competitive market, insurance companies are seeking improved insights
into short-term changes in hazard and risk. Improvements in seismic hazard and ground-
shaking maps can provide better estimates of potential damage from a large event. Here
we provide an example of how innovative streaming techniques can both automate and
improve those hazard maps in near real-time, resulting in more rapid deployment and effi-
cient allocation of hazard responders and associated resources.

Today, probabilistic seismic hazard analysis (PSHA) (Cornell, 1968; McGuire, 2004, 2008)
is the most widely used technique for estimating seismic hazard, particularly seismic hazard
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map calculations. Seismic hazard maps provide the probability of a ground motion acceler-
ation value occurring at any given site. This hazard is estimated by integrating conditional
probabilities over all possible distance and magnitude values.

The spatial resolution, or grid density, of hazard maps is one of the most important tech-
nical issues for this field (Musson and Henni, 2001). If the grid is too coarse, there is a loss of
detail for smaller source zones, which could result in an underestimation of the maximum
ground motion level value (Musson and Henni, 2001). However, computation on a finer
grid requires considerably more computational resources, particularly for a complex model.
For example, calculation at more than 6.5 trillion locations is required to obtain a hazard map
for eastern Canada with a resolution of 1 m. In addition, the Monte Carlo simulations needed
to handle the temporal variations associated with aftershocks require significant computation
(Musson, 1999). Recent technological breakthroughs in high performance computing (HPC)
have improved access to the needed computational power, allowing complex problems to
be partitioned into smaller tasks, programmed into pipelines, and deployed on large com-
puter clusters to deal with big data velocity issues.

IBM InfoSphere Streams (IBM, 2014) is an advanced streaming computing platform
designed for parallelism and deployment across computing clusters, enabling continuous
analysis of big data with high speed and low latency. Here, PSHA mapping programs are
run in parallel on large-scale HPC clusters, producing better and faster real-time seismic haz-
ard analysis through distributed computing networks. The result is an innovative computa-
tional technique for PSHA mapping by integrating different input data sources and existing
processing tools into a streaming and pipelined computing application. We produce high-
resolution maps of the probability of exceeding certain ground motion levels across eastern
Canada. We demonstrate that the use of the pipelining and streaming techniques provided
makes possible the production of high-resolution hazard maps in near real time with virtu-
ally no resolution limits. This approach is flexible and can be used in any region where
seismic sources and ground motion characteristics are available.

Monte Carlo Simulation for Probabilistic Seismic Hazard Analysis Mapping

One of the most straightforward and flexible PSHA methodologies uses Monte Carlo
simulation. Synthetic earthquake catalogs are generated from the historical earthquake record
in the region. This synthetic catalog is then used to estimate the distribution of ground mo-
tions at a number of sites using selected ground motion prediction equations (GMPEs)
(Musson, 1999). Finally, the probability of exceeding a certain ground motion level at every
point across a region is estimated. The resulting maps take into account uncertainties in
earthquake location, size, and ground motions.

The Monte Carlo PSHA tool we use is the open-source EqHaz software suite of programs
developed by Assatourians and Atkinson (2013). This suite consists of three programs.
EqHaz1 creates synthetic earthquake catalogs with user-specified seismicity parameters.
EqHaz2 estimates the ground motion, mean hazard probability curves, and mean hazard
motions at specified return periods for a grid of points. EqHaz3 deaggregates the hazard, pro-
ducing the relative contributions of the different earthquake sources as a function of distance
and magnitude. The EqHaz suite has a number of limitations; most significantly for this
application, it cannot be applied to hazard calculations with more than 1,000,000 records
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or more than 100,000 grid points in a synthetic catalog. These limits present barriers to the
production of high-resolution hazard maps.

Implementation of Pipelined Probabilistic Seismic Hazard Analysis in Streams

IBM’s Streams software package provides a runtime platform, programming model, and
associated toolkits for streaming computation. Its programming language, Stream Processing
Language (SPL) is used to build stream processing applications in a data-centric program-
ming model (IBM, 2014).

The building blocks of Streams are data streams and operators. Data streams consist of
user-defined packets of data. Processing routines are implemented as operators that are con-
nected together into flexible, scalable processing pipelines. Operators and streams are assem-
bled into applications via a data-flow graph that defines the connections between data
sources (inputs), operators, and data sinks (outputs).

Streams deployment is supported by an underlying runtime system consisting of distrib-
uted processes. Single or multiple operators form a processing element (PE). The Streams
compiler and runtime services determine where and how to best deploy PEs across the run-
time system to meet the resource requirements (Bauer et al., 2010). The Streams programming
interface also has a set of built-in operator toolkits that can be employed to speed up devel-
opment work (IBM, 2014).

To implement PSHA mapping in Streams, the EqHaz1 and EqHaz2 source codes were
modified and compiled into shared system object libraries and linked into Streams applica-
tions. Two primitive operators were implemented for this PSHA hazard map calculation: a
Catalog operator, which generates a synthetic catalog using the EqHaz1 procedures, and a
Map operator, which generates a map using the EqHaz2 procedures. The calculation pipeline
is shown in Fig. 8.1 and is divided into two sections. The first (upper) section shows the pro-
cess required to gather input parameters. The second (lower) section contains PEs performing
PSHA procedures and outputting results (Kropivnitskaya et al., 2015). Connections between
the two sections are indicated by filled circles.

This Streams hazard map application generates synthetic catalogs using the operator
developed from the EqHaz1 program and produces GMPEs based on the EqHaz2 program
operator. Subsequently, the JSON map file produces spectral acceleration for a given period
of time at some level of probability at each point of the grid. These outputs are combined with
the map coordinates for the grid by a specially designed JAVA script to produce a map that is
displayed on the web page (Kropivnitskaya et al., 2015).

High-resolution PSHA maps require heavy processing in the catalog generation step
because of the Monte Carlo simulations and in the map generation step because of calcula-
tions on a dense grid. Therefore, either the former or latter or both are bottlenecks to the entire
process of generating high-resolution PSHA maps. To overcome these limitations and reduce
the application execution time, the workload was decomposed so that these two components
could be split into multiple parallel pipelines. As a result, each PE executes on a single core.
This implementation increases the number of records in the synthetic catalog to 10 million
and the number of sites in the hazard map to 2.5 million, allowing for the production
of high-resolution maps while significantly decreasing the execution time (Kropivnitskaya
et al., 2015).
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Experimentation

The experimental environment consists of a cluster of four machines running Linux, each
with dual Xeon quad-core 2.4 GHz CPUs and 16 GB RAM. The cluster has 32 cores in total,
allowing at least 32 processes to be run in parallel using InfoSphere Streams Version 3.2. To
demonstrate the performance improvement by running multiple pipelines in parallel for
PSHA mapping, we executed the same processing workload sequentially and in parallel
and measured the execution time for both implementations. For the parallel experiment, 10
pipelines were employed at the catalog generation stage and 25 pipelines were employed
for map generation. The number of records in the synthetic catalog was limited to 1 million
and the number of grid points to 100,000 because those are the maximum sizes for the
sequential program. The timing results are summarized in Table 8.1 (Kropivnitskaya
et al., 2015).

The total speedup obtained with the pipelined implementation and parallel execution is a
factor of 27.3. Note that the performance increase is obtained not by improving the execution
of the primitive operators, but by simply subdividing the input streams and pipelining the
primitive operators.

FIGURE 8.1 Pipelined probabilistic seismic hazard analysis mapping application graph (captured from Streams
Studio) (Kropivnitskaya et al., 2015).

TABLE 8.1 Results of Parallel Pipelining in Probabilistic Seismic Hazard
Analysis Mapping

Sequential
Processing (s)

Parallel
Processing (s)

Speedup
Factor

Catalog (1 M records) 5.68 0.43 13.2

Map (100 k grid points) 3780.3 138.2 27.4

Total 3785.98 138.63 27.3
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An example of a final output map is shown in Fig. 8.2. Red lines show the spatial decom-
position of the map grid for processing. Each red rectangle contains 100,000 points; the map
contains 2.5 million points in total and a map resolution of 1 km.

The total execution time for the entire procedure is 5.6 min, a significant improvement in
PSHA map generation. Assatourians and Atkinson (2013) produced hazard maps with a res-
olution of 3326 points using the EqHaz suite. The PSHA procedure execution time for that
case wasw90 min on one dual quad-core 2.4 GHz CPU with 8 GB of RAM running Windows
7 Professional 64-bit (Kropivnitskaya et al., 2015).

Although the volume of this big data is not as large as some remote sensing data sets, the
velocity requirements present a particular challenge. Here the value of these data has been
enhanced by using parallelism to cope with velocity. In the future, additional data sets can
be incorporated into this advanced computing environment, expanding the volume and va-
riety of those sources and thereby increasing the value of the associated tools and products.
This example demonstrates that scaling up calculations using advanced software and compu-
tational architecture to deal with big data velocity and volume can be relatively straightfor-
ward if the associated calculations can be segmented into independent operations that are
easily parallelizable. This is often the case in practice, and many problems of significant
real-world value are “embarrassingly parallel,” requiring very little effort to separate into
parallel tasks with little or no interdependency.

CONCLUSIONS

While big data presents important challenges today in the field of hazards modeling and
response, innovative technological advancements can provide cost-effective solutions.
Although volume often is considered to be the most important feature of big data, here
we show that three other V’sdvelocity, variety, and valuedare at least as significant

FIGURE 8.2 Mean hazard map for eastern Canada with a 2475-year return period for pseudoacceleration
at T ¼ 0.1 s period. The dynamic heatmap.js JavaScript library is used for visualization purposes (Wied, 2014;
Kropivnitskaya et al., 2015).

CONCLUSIONS 207

II. MODEL CREATION, SPECIFIC PERILS AND DATA



when considering the need by scientists, businesses, and governments for credible, timely,
and useful products.

We present two methods designed to handle one or more of those 4 V’s of big data for
climate and seismic hazard analysis. Each approaches big data from different perspectives
and provides effective solutions based on a combination of structural, technological, and
computational methodologies. Effective implementation of these and similar advancements
will be essential to effective communication and interaction between the relevant organiza-
tions that collect and analyze big data in the natural hazards arena today. The resulting
improvements in modeling of natural hazards will allow a wide variety of users, from
government planners to emergency hazard response providers to financial institutions and
insurance companies, to better assess and mitigate the risk and cost associated with these
hazards.
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